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Abstract—Breast cancer is the second most common cause of 

deaths from cancer among women in the United States. Even if 
significant steps have been made in the field of cancer treatment 
there’s still room for investigation when it comes to the modeling 
of metastatic behavior of tumors. In particular over-treatment 
avoidance of patient is currently a challenging area of research 
due to the positive effects it can have patients’ quality of life and 
clinical costs management. In this paper we propose a novel 
approach to gene signature finding aimed at improving predic-
tion accuracy of the tumor recurrence. Our approach lays on a 
novel computational paradigm, namely Artificial Immune Sys-
tems (AIS). Based on AIS, our algorithm, IFRAIS (Induction of 
Fuzzy Rules with Artificial Immune Systems) mines the high 
density array data in order to extract useful knowledge, in the 
form of “IF-THEN” rules, easily interpretable by physicians and 
able to improve prediction accuracy for tumor recurrence. 
 

Index Terms— Gene Expression Levels, AIS, Breast Cancer, 
Data Mining, Fuzzy Rules Induction. 
 

I. INTRODUCTION 
Breast cancer is the second most common cause of deaths 

from cancer among women in the United States. Breast cancer 
patients can be cured either by local regional therapy alone and 
or by addition of systemical medical therapy with increased 
side effects and costs. The choice of post-operative treatment 
of primary breast cancer is based on clinical (age), histopa-
thological (lymph node status, tumor size, histological grade) 
and cell biological oestrogen receptor status (ER) and pro-
gesterone receptor (PgR) parameters [10]. Classical factors are 
generally considered not to be sufficient (when taken alone) 

 
 

for this purpose. New and more powerful markers are there-
fore called for. In recent exploratory studies markers from 
micro-array gene expression analyses have shown some 
promises as breast cancer prognostic tools [1，11]; the major 
clinical problem of breast cancer, in fact, is the recurrence of 
therapeutically resistant disseminated disease. In many pa-
tients, microscopic or clinically evident metastases have al-
ready occurred by the time the primary tumor is diagnosed. 
Chemotherapy or hormonal therapy reduces the risk of distant 
metastases by one third; however it is estimated that about 
70% patients receiving treatment would have survive without 
it. Therefore being able to predict disease outcomes more 
accurately would help physicians make informed decisions 
regarding the potential necessity of adjuvant treatment, and 
may lead to the development of individually tailored treat-
ments to maximize the efficacy of treatment. Consequently 
this would ultimately contribute to a decrease in overall breast 
cancer mortality, a reduction in overall health care cost and an 
improvement in patients’ quality of life. Even if significant 
steps have been made in the field of cancer treatment there’s 
still room for investigation when it comes to the modeling of 
metastatic behavior of tumors. Treatment guidelines in this 
field can be found in St. Gallen [10], NIH [12] and “70 gene 
signature” [1]. Although very well established this criteria 
remain less than precise in predicting therapy failure, with 
only 10% specificity at the 90% sensitivity level (being 
specificity defined as the rate of correctly predicting the lack 
of need of the adjuvant systemic therapies when the therapies 
are indeed not necessary, and the sensitivity being the rate of 
administering the adjuvant systemic therapies when indeed 
these therapies are effective). For these reasons we propose a 
novel approach to gene signature finding aimed at improving 
prediction accuracy of the model. Our approach lays on a 
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novel computational paradigm, namely Artificial Immune 
Systems (AIS). Based on AIS, our algorithm, IFRAIS (In-
duction of Fuzzy Rules with Artificial Immune Systems) 
mines the high density array data in order to extract useful 
knowledge, in the form of “IF-THEN” rules, easily inter-
pretable by physicians. In the following sections we present 
the algorithm, model validation dataset employed and the rules 
we obtained with a final discussion of the results that includes 
hints for future research. 

 

II. MATERIALS AND METHODS 

A. Datasets 
A computational study has been carried out on two datasets: 

van’t Veer’s data (reported in [1]) and Wang’s data (reported 
in [2]). These are considered two milestones in the path 
heading to the identification of a robust gene signature for 
female breast cancer prognosis. In particular the former dataset 
contains expression profile information derive from samples 
collected from 97 lymph node negative breast cancer patients 
55 years old or younger, and associated clinical information 
including age, tumor size, histological grade, angioinvasion, 
lymphocytic infiltration, ER and PgR status. Among the 97 
patients, 46 developed distant metastases within 5 years and 51 
remained metastases free for at least 5 years. The isolation of 
RNA from cancerous tissues, labeling of complementary RNA 
(cRNA), the competing hybridization of labeled cRNA with a 
reference pool of cRNA from all tumors to arrays containing 
24481 gene probes, quantization and normalization of fluo-
rescence intensities of scanned image are detailed described in 
[1]. In Wang’s study, on the other hand, 286 LNN untreated 
tumor samples have been considered. The population age, in 
this case, ranges from 26 to 83 years being 54 years the mean 
and 12 the standard deviation. Even in this case isolation of 
RNA from cancerous tissues, and related protocols specifica-
tion can be found in [2].  

B. Feature Selection 
The feature selection stage is one of the most delicate in the 

whole micro-array experimental pipeline. Many different 
approaches are documented in literature; the most recent con-
tribute to this field of optimal feature set finding comes from 
[3]. Other feasible approaches include sensitivity analysis by 
removing attributes, proportion correct use in rules, ratio of 
features Between-category to Within-category sums of 
squares, Signal-to-Noise scores in One-versus-Rest or 
One-versus-All fashion, Kruskall-Wallis non parametric test 
(ANOVA) and  number of appearances in models [4][5][6]. 
However the scientific community seems to agree that the 
“optimal feature set” simply doesn’t exist but, instead, it 
should be measured on the single classification approach and, 
in general, on the single experiment [7]. For this reason we 
developed a consensus scheme for attribute selection that takes 
advantage of three well established statistical methods, they 
are: Student’s T-Test (Lilliefors test for normality of samples 

p<0.01), Receiver Operating Characteristic and Entropy 
(Kullback-Lieber divergence). All of these techniques can be 
used to compile a ranking of the features that accounts for the 
power of a single attribute to discriminate between the output 
classes (relapse/non relapse). All of the features’ values for 
each were processed the outcome being relapse/non relapse 
after five years; using these algorithms three rankings have 
been obtained for each dataset. A new global ranking has been 
compiled using the three positions of each clone as an indi-
cator of its discriminating power. This strategy has been em-
ployed in order to overcome the limitations of the single 
methods and to gain a deeper insight into the data structure and 
information distribution. In addition, as reported in [8], it 
should be considered that using a single viewpoint for rele-
vance estimation can results in unbearable bias in results. 
Bonferroni adjustment has been employed to correct the sta-
tistics for multiple comparisons. The former first forty genes 
were selected for the following analysis stages. 

C. Algorithms 
Common approaches to data mining in genomic datasets are 

mainly based on clustering techniques. However, the inter-
pretation of the resulting clusters can reveal to be rather dif-
ficult due to the high amount of information that needs to be 
filtered in order to obtain interpretable information.  

Moreover there is an intrinsic dichotomy in classification 
problems in medicine that concerns the main objective of the 
research. It could be argued that the only goal of the study is to 
develop a system that is able to impute correctly cases to 
classes, in this case we assume a “black-box” model of the 
system being developed (Artificial Neural Networks or Sup-
port Vector Machines, for example). Similar kinds of algo-
rithms take some inputs and return some outputs; they can 
reach a quite high level of accuracy but they will not enrich the 
human knowledge of the process under investigation. This is a 
key point in the biomedical context: physicians often want to 
understand the way the classifier is behaving to judge its 
performances. This is a quite interesting perspective: under-
lying their interest there is the desire of gaining a deeper 
knowledge of the biological process by interpreting the results 
returned by the system. This is a peculiar aspect of the bio-
medical field in which a percent point in the classifier accuracy 
can decide the survival of a human being. Another model is 
then needed to address these requests. The second set of ap-
proaches, then, gives a deeper insight into the problem adding 
to the prediction a clear description of how the prediction was 
made. Such clear descriptions can be represented by IF-THEN 
classification rules and the process of rule extraction from a 
dataset is called rule induction. Several algorithms have been 
proposed for accomplishing the rule induction task, being 
C4.5, probably, the most famous one. Moreover, in the recent 
years, research groups have tried to take advantage of soft 
computing and bio-inspired paradigms to develop more pow-
erful and versatile data mining systems. The use of similar 
systems gives rise to a new interest for such paradigms; these 
reasons suggested to include novel bio-inspired data mining 
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systems in our study. In the next subsection we will give a 
brief overview of IFRAIS; a detailed description of the ideas 
and concepts behind IFRAIS will be given. 

D. Ifrais 
The most important characteristic of IFRAIS (Induction of 

Fuzzy Rules with an Artificial Immune System) is that it dis-
covers fuzzy classification rules [9]. This fuzzy format to rules 
is naturally comprehensible to human being. Nowadays, 
comprehensible knowledge is essential in real-world data 
mining problems (e.g. in bioinformatics). Hence, IFRAIS’s 
discovered knowledge is not a “black-box”. In essence, 
IFRAIS evolves a population of antibodies, where each anti-
body (Ab) represents the antecedent (the “IF part”) of a fuzzy 
classification rule. Each antigen (Ag) represents an example 
(record, or case). The rule antecedent is formed by a conjunc-
tion of conditions (e.g., IF GENE_X is UPREGULATED and 
GENE is DOWREGLATED). Each attribute can be either 
continuous (real-valued, e.g. Salary) or categorical (nominal, 
e.g. Gender), as usual in data mining. Categorical attributes are 
inherently crisp, but continuous attributes are fuzzified by 
using a set of three linguistic terms (low, medium, high). 
Linguistic terms are represented by triangular membership 
functions, for the sake of simplicity.  Each Ab is encoded by a 
string with n genes, where n is the number of attributes. Each 
genei, i=1,…,n, consists of two elements: (a) a value Vi 
specifying the value (or linguistic term) of the i-th attribute in 
the i-th rule condition; and (b) a boolean flag Bi indicating 
whether or not the i-th condition occurs in the classification 
rule decoded from the Ab. Hence, although all Abs have the 
same genotype length, different antibodies represent rules with 
different number of conditions in their antecedent – subject to 
the restriction that each decoded rule has at least one condition 
in its antecedent. This flexibility is essential in data mining, 
where the optimal number of conditions in each rule is un-
known a priori. The rule consequents (predicted classes) are 
not evolved by the AIS. Rather, all the antibodies of a given 
AIS run are associated with the same rule consequent, so that 
the algorithm is run multiple times to discover rules predicting 
different classes. The IFRAIS algorithm is based on two main 
procedures: the Sequential Covering (SC) and the Rule Evo-
lution (RE). 

E. Inducing Rules from Data  
Each run of the algorithm discovers one fuzzy classification 

rule, so that the algorithm has to be run multiple times to 
discover multiple rules. This is obtained by using the SC 
procedure (often used in rule induction), as follows. The SC 
procedure starts with an empty set of discovered rules. Then it 
performs a loop over the classes. For each class, the algorithm 
will be run as many times as necessary to discover rules cov-
ering all or almost all the examples belonging to that class. 
More precisely, for each class the procedure initialises variable 
TS with the set of all examples in the training set, and then 
calls the AIS algorithm (described in Fig. 1) to discover a 
classification rule predicting the current class. The AIS returns 

the best evolved rule, which is added to the set of discovered 
rules. Next, the SC procedure removes from TS the examples 
that are correctly covered by the discovered rule, i.e. the ex-
amples that satisfy the rule antecedent and have the class pre-
dicted by the rule. Then the AIS algorithm is called again, to 
discover a rule from the reduced training set, and so on. This 
iterative process is repeated until the number of uncovered 
examples of the current class is smaller than a small threshold, 
called MaxUncovExamp (maximum number of uncovered 
examples). This avoids that the AIS tries to discover a rule 
covering a very small number of examples, in which case the 
rule would not be statistically reliable. This process is repeated 
for all the classes, producing a set of fuzzy classification rules 
covering almost all training examples. At the end of this 
training phase, the fitness of all rules is recomputed by con-
sidering the entire training set, in order to have a better esti-
mate of rule quality to be used in the classification of test 
examples. The RE procedure  starts by randomly creating an 
initial population of Ab. For each rule (Ab), the system prunes 
the rule – using the rule pruning procedure proposed by 
(Carvalho et al, 2000) to remove irrelevant conditions. Rule 
pruning has a twofold motivation: reducing the overfitting of 
the rules to the data and improving the simplicity (compre-
hensibility) of the rules (Witten & Frank, 2005).  Next, it 
computes fitness for each Ab. The fitness of an antibody Ab, 
denoted by fit(Ab), is given by Equation (1) : 

( )
TP TN

fit Ab
TP FN TN FP

= ×
+ +

              (1) 

In most projects using this function the discovered rules are 
crisp, whereas in IFRAIS the rules are fuzzy. Hence, the 
computation of the TP, FN, TN and FP involves, for each 
example, measuring the degree of affinity (fuzzy matching) 
between the example (Ag) and the rule (Ag). This is computed 
by applying the standard aggregation fuzzy operator min given 
by Equation (2) 

( )( )
1

( , )  min i

n

Ab i

i

Affin Ab Ag Agμ
=

=         (2) 

Where μAbi(Agi) denotes the degree to which the corresponding 
attribute value of the example belongs to the fuzzy set asso-
ciated with the ith rule condition, n is the number of conditions 
in the rule antecedent, and min is the minimum operator. An 
example satisfies a rule if the degree of affinity between the 
rule and the example is greater than an activation threshold, 
i.e., if Affin(Ab, Ag) > L. 

For each antibody to be cloned the algorithm produces c 
clones. The value of c is proportional to the fitness of the 
antibody. More precisely, c increases linearly with the anti-
body fitness when 0 < Fit(Ab) < 0.5, and any antibody with a 
fitness greater than or equal to 0.5 will have 
MAXNUMCLONES clones. 

 
Input: current TrainSet, c to be predicted by AIS;  
Output: the best evolved rule; 

Create initial population of Ab at random;   
Prune each Ab in a stochastic way; 
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Compute fitness of each Ab; 
FOR i = 1 to Number of Generations 
   Perform tournament selection getting T winners to be cloned; 
   FOR EACH Ab to be cloned 
      Produce c (proportional its fitness) clones of the Ab; 
      FOR EACH just-produced clone 
         Mutate with a rate inversely proportional to its fitness; 
         Prune each clone in a stochastic way; 
         Compute fitness of the clone; 
      END FOR EACH clone; 
    END FOR EACH Ab; 
    Replace the T worst-fitness Ab by the T best-fitness clones;  
END FOR i; 

 Return the Ab with the best fitness among all Ab’s 
produced in all generations assigning  class c; 

Fig.1. AIS based on clonal selection. 
 

Next, each of the just-produced clones undergoes a process 
of hypermutation, where the mutation rate is inversely pro-
portional to the clone’s fitness (i.e., the fitness of its “parent” 
antibody). More precisely, the mutation rate for a given clone 
cl, denoted mut_rate(cl), is given by Equation (3): 

( ) ( ) ( )( )1mute_rate cl fit clα β α= + − × −      (3) 
Where α and β are the smallest and greatest possible mutation 
rates, respectively, and fit(cl) is the normalised fitness of clone 
cl. These numbers represent the probability that each gene 
(rule condition) will undergo mutation. Once a clone has un-
dergone hypermutation, its corresponding rule antecedent is 
pruned by using the previously-explained rule pruning pro-
cedure. Finally, the fitness of the clone is recomputed, using 
the current TrainSet. In the next step the T-worst fitness an-
tibodies in the current population (not including the clones 
created by the clonal selection procedure) are replaced by the 
T best-fitness clones out of all clones produced by the clonal 
selection procedure. Finally, the RE procedure returns, to the 
caller SC procedure, the best evolved rule, which will then be 
added to the set of discovered rules by the caller procedure. 
 

III. RESULTS 
IFRAIS algorithm has been set up to use 5 fold CV both for 

van’t Veer and de Vijver datasets. Cross Validation allows to 
eliminate the bias introduced by high disproportions between 
training and testing set thus returning more realistic estima-
tions of the model’s performances. We set the number of 
iterations for each generation to 50 and the maximum number 
of clones for each iteration to the 20% of the population. The 
10% of the clones were set to be involved in the tournament 
for the selection of the best solution to be cloned. The mini-
mum coverage index for each rule has been finally set to 5. 

Using this settings we obtained a set of rules for each dataset 
each set consisting of 6 rules. The rule sets are reported below. 
Foekens’ dataset: 
(207645_s_at<>HIGH) and (217480_x_at<>AVG) and 
(201369_s_at==LOW) and (221651_x_at==LOW) then re-
lapse 

(217480_x_at==LOW) and (222077_s_at<>HIGH) and 
(204017_at<>LOW) and (202324_s_at<>HIGH) then relapse 
(201369_s_at<>AVG) and (204017_at==LOW) and 
(221671_x_at<>LOW) then relapse 
(213467_at<>HIGH) and (204017_at==LOW) then non re-
lapse 
(204017_at==AVG) and (218252_at<>HIGH) then non re-
lapse 
(214037_s_at==AVG) and (201769_at==LOW) and 
(204017_at<>HIGH) then non relapse 
DefaultRule: non relapse 
 
van’t Veer dataset: 
(Contig64828_RC<>HIGH) and (NM_003239<>HIGH) and 
(AL157469==AVG) then relapse  
(Contig42933_RC==AVG) and (AF073519==AVG) and 
(NM_003258<>LOW) and (Contig6238_RC==LOW) and 
(NM_013360<>HIGH) and (AF148505<>LOW) and 
(NM_012360<>AVG) then relapse  
(NM_006117==AVG) and (Contig24311_RC<>HIGH) and 
(NM_017691<>LOW) and (NM_019028<>LOW) and 
(NM_012360<>LOW) and (BE739817_RC<>HIGH) and 
(Contig40831_RC==AVG) and (AF257175<>HIGH) then 
relapse  
(Contig27312_RC<>LOW) and (NM_014122<>HIGH) and 
(Contig41613_RC<>AVG) then non relapse  
(NM_003239<>HIGH) and (NM_004994<>AVG) and 
(AL049689==AVG) and (NM_018685<>LOW) and (Con-
tig40831_RC==AVG) and (NM_018131<>LOW) then non 
relapse  
(Contig42643_RC==LOW) and (NM_003258<>HIGH) and 
(NM_003882<>AVG) then non relapse  
DefaultRule then non relapse 

The accuracies reached in the two test cases are reported in 
Tab. 1. 

TABLE  I 
OVERVIEW OF THE RESULTS 

 Accuracy K-Statistic 

Foekens dataset 73,42% 0,64 

Van’t Veer dataset  83,33% 0,79 

 

IV. DISCUSSION 
In this paper we applied a novel bio-inspired data-mining 

model to predict the likelihood of disease recurrence and me-
tastases in breast cancer. In particular we have used as 
benchmark two reference datasets in order to allow to establish 
a common test for performance cross-evaluation. Two gene 
signature come from the original studies these dataset are 
related to. In van’t Veer’s work a 70 gene signature has been 
claimed as informative: this signature is currently being 
evaluated for clinical employment. In Wang’s work a 76 gene 
signature, also known as “Amsterdam” gene signature, has 
been extracted and even in this case its prognostic power is 
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currently being evaluated. Our preliminary study put in evi-
dence two main strength points: 

1) IFRAIS’ rules set relies on a small subset of features. As 
described in the previous paragraph, the expression profiles of 
few genes are necessary in order to reach competitive accuracy 
on the datasets. 

2) The fuzzy flavor of the rules not only allows the system 
handling the intrinsic measurement uncertainty coming from 
the experimental protocol, but it is even able to improve in-
terpretability of the results by the domain experts (i.e. physi-
cians). 

Both this characteristics of the proposed approached push 
the interest for further researches in this field. In fact, if on one 
hand, the first point allows keeping the number of variables to 
be monitored to very low levels (allowing to reduce the 
clinical costs of such analyses, since they can be carried out 
using common immunohistochemistry in place of mi-
cro-arrays), the second point increases the readability of rules 
and allows the researchers providing rules that can be verified 
with a very weak effort and, thanks to their fuzzy flavor, that 
are unbound to specific experimental conditions. This means 
researchers don’t get, as in the most part of current research in 
this field, rules like “IF GENE_X < 1000” that can give rise to 
issues by physicians in terms of dependence of this values by 
experimental conditions, but rules like “IF GENE_X IS 
UNDEREXPRESSED” that comes from an estimation of 
distribution behind the classes “LOW”, “MEDIUM” and 
“HIGH” that can be repeated for each experiment. 

To fully address the question of what is the best we can 
perform in breast cancer prognosis larger scale studies in-
volving more patients are needed, however preliminary results 

shown by the approach presented herein seem to encourage the 
research in this challenging field. 
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